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Abstract

This article presents a deep-learning-based Automatic Music Transcription (AMT)
framework for the Begena, a traditional Ethiopian ten-stringed musical instrument.
Manual transcription is time-consuming, inconsistent, and costly; moreover, most
existing AMT systems have been developed primarily for Western instruments
and therefore generalise poorly to Begena recordings. In addition, existing ap-
proaches often lack explicit scale identification and must accommodate substantial
differences between Western staff notation and the Begena’s numeric notation. Ac-
cordingly, the proposed framework integrates scale/kiñit classification with AMT
to strengthen musical analysis and transcription, and further evaluates the extent
to which predicted scale labels enable scale-aware refinement of AMT predic-
tions. Specifically, for scale/kiñit classification, Constant-Q Transform (CQT),
Mel-spectrogram, and Mel-frequency cepstral coefficient (MFCC) representations
are assessed using multiple deep learning architectures, with MFCC and CQT-based
models yielding the best classification performance. In parallel, three transcription
models are developed and compared: Convolutional Neural Networks (CNN),
Convolutional Recurrent Neural Networks (CRNN), and Generative Adversarial
Networks (GAN). The GAN-based approach attains the highest transcription ac-
curacy among the evaluated methods. Nevertheless, although both components
produce competitive performance when evaluated independently, using predicted
scale labels for scale-aware refinement yields only minimal additional improve-
ment, suggesting that residual errors are driven primarily by note-event detection
and temporal localisation rather than scale identification alone. On the AMT side,
remaining challenges include occasional note omissions and note-duration expan-
sion errors, indicating the need for further refinement. Taken together, these results
provide a specialised AMT solution for Begena songs; underscore the promise of
unifying scale/kiñit classification and transcription within a computational music
analysis pipeline for under-represented musical traditions; and establish a founda-
tion both for the digital preservation of Ethiopian musical heritage and for future
computational creativity applications – including symbolic music generation and
interactive composition.
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Convolutional Neural Network (CNN), Convolutional Recurrent Neural Network (CRNN), Generative
Adversarial Network (GAN), Constant-Q Transform (CQT), Mel scale, Mel-Frequency Cepstral
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1 Introduction

Ethiopia, a nation with a profound history and ancient civilisations, has a rich tapestry of cultural and
musical traditions that have endured through the ages. Among these cultural treasures are distinctive
musical styles and unique instruments, which continue to flourish in contemporary Ethiopian music
(Nega et al., 2021). Saint Yared, widely regarded as a pioneer of Ethiopian Orthodox Church music
in the fourth century, made seminal contributions to shaping the country’s musical landscape. His
achievements include the development of music notation and a distinct musical style characterised by
a pentatonic modal system with three scales: Geez, Ezil and Araray (Yigezu, 2022). Alongside Saint
Yared’s influence, Ethiopia has a long tradition of making traditional musical instruments. Notable
examples include the Masinko, Kirar, Washint, Kebero, and Begena (Sinshaw, 2020).

The Begena, also known as King David’s Harp, and often described as one of the oldest string
instruments in the world, holds profound cultural and historical significance. This traditional Ethiopian
stringed instrument, closely associated with Ethiopian Orthodox Church practice, is renowned for
its distinctive and contemplative sound. Exclusively played in religious contexts, the Begena’s
strings are tuned to pitches within a pentatonic scale (Demissie, 2017; Nega et al., 2021; Sinshaw,
2020; Yigezu, 2022).2 The Begena occupies a central position in Ethiopian cultural and religious
life, and its resonant, deep and soothing tones are widely regarded as conducive to meditation and
prayer. Furthermore, the Begena is used to convey religious narratives, poems and proverbs, and to
accompany monastic hymns known as Mezmur.3 (Demissie, 2017; Nega et al., 2021)

The Begena has its own notation system that primarily relies on numbers to represent notes. These
numbers can correspond to different pitches, depending on the scale and tuning used. This notation
system is crucial for preserving and transmitting Begena songs across generations (Abate, 2009;
Demissie, 2017). However, manual transcription is time-consuming, requires specialised expertise,
and can be inconsistent across transcribers (Klapuri, 2004). Therefore, there is a pressing need to
automate this process.

Automatic Music Transcription (AMT) is the process of extracting musical notation, or the informa-
tion required to generate it, from an audio stream using computational methods, thereby reducing the
need for specialised transcription expertise. Transcribing music from audio into symbolic notation
is inherently complex and involves aspects of human intelligence, including perception, cognition,
knowledge representation, and inference (Benetos et al., 2019). Although various approaches have
been proposed for AMT, most prior research has concentrated on Western musical instruments. Con-
sequently, these models often exhibit limitations, such as low precision, differences in representation,
and the lack of explicit scale identification, when applied to Begena songs.4 Factors such as the use
of a pentatonic scale, higher string frequencies, and the reliance on numeric notation in Ethiopian
instruments can contribute further to these difficulties (Demissie, 2017; Nega et al., 2021; Sinshaw,
2020; Yigezu, 2022). Addressing these challenges is important not only for transcription accuracy but
also for the preservation, analysis and computational exploration of Ethiopian musical heritage. In
addition, reliable symbolic transcriptions can facilitate computational creativity research by providing
training data and structural representations for generative models capable of producing music in
Ethiopian musical styles.

Furthermore, despite substantial technological advances, the precision, nuance, and interpretative skill
of human transcription experts still surpass those of even the most advanced AMT systems (Benetos
et al., 2019; De la Fuente et al., 2022; Gao et al., 2017; Sleep, 2017; Weiß & Peeters, 2022). This
article therefore develops an AMT model tailored to the Begena and evaluates multiple deep learning
architectures in order to replicate and extend results previously reported for Western instruments.
The overarching aim is to bridge this gap by improving transcription accuracy for Begena recordings
while addressing the specific challenges and limitations identified above.

2 A pentatonic scale is composed of five notes per octave, rather than seven (or more), as in many other
musical systems.

3 Mezmur refers to devotional songs used to convey religious messages, particularly in Ethiopian Orthodox
Church practice.

4This observation is based on preliminary experiments conducted with several existing AMT systems prior
to the development of the proposed method, which consistently showed these limitations on Begena recordings.
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The main contributions of this work are threefold: (i) a Begena-specific dataset annotated with
scale/kiñit5 labels and aligned MIDI (symbolic) annotations for AMT training and evaluation; (ii)
a comparative study of deep-learning AMT architectures (CNN, CRNN and GAN) for Begena
transcription; and (iii) a scale/kiñit classification component based on multiple audio representations/
features (CQT, Mel, and MFCC), including an assessment of its use for scale-aware refinement
of AMT outputs. In addition to its analytical value, the resulting transcription and scale/kiñit
representations can serve as enabling components for computational-creative systems that generate,
transform or interactively explore Begena melodies under modal constraints.

The remainder of the article is organised as follows: Section 2 reviews related work; Section 3
describes the dataset construction and augmentation; Section 4 presents the proposed models and
evaluation methods; Section 5 presents the experimental settings and results; Section 6 concludes the
article; and Section 7 discusses the limitations and directions for future research.

2 Related Work

2.1 Scale/Kiñit Classification

Baye (2020) employ a rule-based approach augmented with the Probabilistic YIN (PYIN) algorithm
to extract pitches from audio signals, facilitating classification based on pitch occurrences. The model
transforms these pitch frequencies into notes and introduces a ranking system based on pitch counts.
A threshold is applied to improve identification, particularly when additional pitches are present.
Rigorous testing on data from Begena training institutes reports accuracies of 94.7% for single
strumming and 81.65% for double strumming across an analysis of 713 melodies. Despite these
strengths, the study has limitations, notably its reliance on rule-based feature extraction. Moreover,
the proposed model exhibits reduced performance under elevated sound levels, especially when
the Begena predominates. Accuracy also decreases for the Derib6 playing style (represented as
“double” in their article). More generally, reliance on pitch-occurrence statistics alone may limit a
model’s ability to capture temporal, melodic and timbral cues that contribute to scale/kiñit perception,
potentially reducing generalisation across different performances.

In contrast, Terefe (2019) address the task of categorising Ethiopian polyphonic recordings according
to scale structure, using machine learning techniques. The authors extract tonality and timbre features,
and the experiment, conducted on well-known Ethiopian pentatonic scales and using Support Vector
Machine (SVM), Artificial Neural Network (ANN), and Decision Tree classifiers, reports an accuracy
of 86.96%.

Later, Retta et al. (2023) introduced the EMIR dataset for Ethiopian music analysis. EMIR contains
600 recordings spanning three genres: Orthodox Tewahedo chants, traditional Azmari songs and
contemporary Ethiopian secular music. The dataset is further annotated with four well known
Ethiopian kiñits: Tizita, Bati, Ambassel and Anchihoye. The proposed Ethio Kiñits Model (EKM),
based on a VGG architecture, achieves an accuracy of 95.00% for kiñit classification and encourages
further research on Ethiopian music.

Collectively, these studies represent important progress toward computational analysis of Ethiopian
scales and kiñits. Nevertheless, despite recent progress in deep-learning-based Ethiopian music
analysis, research on Begena-specific scale/kiñit classification remains limited. Existing studies
either rely on rule-based methods, manually engineered features, and conventional machine-learning
approaches; or they focus on broader Ethiopian music collections rather than Begena recordings.
This gap motivates the present study, which evaluates multiple deep-learning architectures and audio
representations for scale/kiñit classification.

2.2 Automatic Music Transcription (AMT)

Unlike the related work on scale/kiñit classification, to the best of the authors’ knowledge, no
published studies have specifically addressed AMT for the Begena or other Ethiopian traditional

5 Kiñit is the modal scale system in Ethiopian music; it defines the set of notes and melodic rules used to build
traditional melodies. For more information, see https://music-of-ethiopia.pubpub.org/pub/v1v1u0fy/release/2.

6 Derib is a playing style/technique on the Begena where one or more strings are plucked simultaneously. This
technique is fundamental to create both harmonic and rhythmic patterns that enhance the musical experience.
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instruments. This section therefore reviews representative AMT approaches developed primarily for
Western instruments.

Using a Non-negative Matrix Factorisation (NMF) approach, Park et al. (2010) propose an effective
strategy for automatic music transcription in polyphonic recordings. Their method integrates NMF,
sub-harmonic summation and onset detection. First, the magnitude spectrum of the music signal is
decomposed using NMF to extract salient spectral and temporal information for each note. The pitch
of each note is then estimated via sub-harmonic summation based on the decomposed frequency
components. In addition, an onset detection algorithm is used to estimate the timing of note events.
Owing to its simplicity, computational efficiency and independence from note-specific training, the
method improves the detection of pitch and note durations while reducing the need for manual
intervention compared with earlier approaches. Moreover, it supports automatic indexing of musical
notes, extending its relevance to engineering applications. Experiments on recorded polyphonic
music signals report an accuracy of 96.6%, outperforming conventional NMF-based methods.

Cazau et al. (2017) focus on improving piano transcription by addressing note segmentation after
multi-pitch estimation. They introduce a pitch-wise two-state (on/off) first-order Hidden Markov
Model (HMM) with a sigmoid function, parameterised to control slope smoothing and thresholding
contrast. The proposed approach is evaluated by comparing hard thresholding (HT) with a fixed
threshold against soft thresholding (ST) using the HMM. Experiments follow the MIREX evaluation
protocol and use the MAPS dataset.7 The authors report that the HMM-based soft-thresholding
method achieves an accuracy of 62.3% and an F-measure of 59.2%, indicating improved transcription
performance.

Building on this line of work, Román et al. (2018) train a Convolutional Recurrent Neural Network
(CRNN) directly on spectrogram-score pairs and report competitive error rates (CER = 5.36 and WER
= 15.67). For refining classical piano transcription outputs, Sleep (2017) propose CNN-based models;
for example, their NoteCNN-60 configuration (C(1), MT(0.05)) achieves note-wise precision, recall
and F1 scores of 0.137, 0.138 and 0.138, respectively. Finally, Hawthorne et al. (2018) introduce
a convolutional-recurrent network that jointly models onsets and frames, reporting a 100% relative
improvement in note F1 on the MAPS dataset, with frame-level precision of 88.53%, recall of 70.89%
and F1 of 78.30%.

In summary, a common limitation of the studies reviewed above is that they are not designed for
pentatonic instruments such as the Ethiopian Begena. This indicates a gap in adapting AMT models to
the characteristics of this instrument. Because Begena music follows a pentatonic scale, incorporating
scale/kiñit identification can be important for improving transcription reliability. Accordingly, the
present study designs and develops an AMT model tailored to the Ethiopian Begena that integrates
scale identification.

3 Dataset Construction

3.1 Dataset Collection and Recording

Initially, the aim was to curate a varied collection of Begena recordings from online platforms
such as YouTube and Telegram and to extend this collection through expert annotation. However,
during preliminary review, a substantial portion of candidate recordings did not meet the required
audio-quality standards. Two issues were particularly common: (i) older recordings often contained
significant background noise, which reduced signal clarity and could adversely affect model training;
and (ii) many recordings included vocal accompaniment, making it difficult to isolate Begena sounds
with sufficient precision and potentially reducing training effectiveness and transcription accuracy.

Consequently, a dedicated Begena dataset was created through controlled recording sessions in
which a Begena expert performed while the audio was recorded. The performances were designed
to approximate Mezmur melodies and included no additional instruments or vocals. Background
noise was minimised during recording, thereby reducing the need for subsequent source-separation
or noise-reduction processing.

7 MIREX: evaluation benchmark (https://www.music-ir.org/mirex/); MAPS: piano transcription dataset
(https://paperswithcode.com/dataset/maps).
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Within this framework, a total of 96 unique Begena songs were recorded using FL Studio and a
condenser microphone. The recording sessions were conducted at the Bete Mariam Training Centre
under controlled conditions to maintain consistent acoustic characteristics. All songs were performed
on a Begena tuned to D major, following the recommendation of the Begena expert and audio engineer,
to ensure consistency across sessions and to facilitate subsequent analysis. Recordings were made at
a 44.1 kHz sampling rate using a mono setup, and audio was stored in 24-bit WAV format.

The collection was then categorised into three primary scales: Selameta, Wanen, and Cherenet,8
comprising 24, 48, and 24 recordings, respectively. Wanen was more strongly represented, reflecting
its general prevalence across Begena songs, with approximately 70% of the repertoire belonging
to this scale/kiñit (Demissie, 2017), despite the resulting class imbalance. This stratification was
intended to capture key scale/kiñit variations observed in practice while maintaining coverage across
all three scales.

Scale No. of recordings Total duration Size
Selameta 24 00:13:12 66.6 MB
Wanen 48 00:41:27 209 MB
Cherenet 24 00:23:52 120 MB

Total 96 01:18:32 396 MB

Table 1: Overview of the recorded dataset.

As summarised in Tab. 1, the dataset is limited in scale. The Begena is a niche and under-documented
Ethiopian instrument for which no public datasets are currently available. Consequently, all data were
collected through dedicated recording sessions. To the best of the authors’ knowledge, this dataset
represents the first documented collection specifically developed for Begena in AMT research, and
should be understood as an initial benchmark rather than a large-scale production system. Expanding
the dataset would require additional performers, studio time and dedicated funding. Despite its
modest size, the dataset provides a valuable starting point for modelling the distinctive acoustical and
musical characteristics of Begena.

3.2 Annotation and Ground-Truth Construction

After recording, the remaining steps to complete the dataset were: (i) scale/kiñit labelling for the
scale/kiñit classification task; and (ii) ground-truth note-event annotation for the AMT task.

Scale/kiñit labelling was performed by assigning the segmented tracks to three experienced Begena
instructors. The instructors independently analysed each song and provided a label. When discrep-
ancies arose, the song was re-evaluated by the instructors. Through group discussion and practical
verification on the Begena, the experts reached a label by consensus.

For AMT ground truth, several representations are possible; however, MIDI (Musical Instrument
Digital Interface) was selected due to its widespread adoption, interoperability with music software
and hardware, compact storage requirements, and ability to represent note events in a structured and
machine-readable format suitable for AMT research.

MIDI annotation proceeded as follows. A piano expert reviewed each recorded .wav file and
produced a corresponding .mid file. The Begena performer and an experienced Begena instructor
then reviewed the generated MIDI transcription by listening to the MIDI playback and the original
recording simultaneously in order to identify missing, misplaced or incorrectly transcribed notes. If
inaccuracies were identified, the piano expert revised the MIDI file until the representation matched
the recorded performance. This multi-stage expert verification process ensured the quality and
reliability of both the scale/kiñit labels and the MIDI ground-truth annotations used in the subsequent
experiments.

8Selameta, Wanen, and Cherenet are commonly used Begena scale/kiñit categories describing modal pitch
collections and associated melodic conventions in the repertoire (Demissie, 2017; Nega et al., 2021).
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3.3 Audio–MIDI Pairing and AMT Target Extraction

For AMT, each audio recording was paired with its corresponding MIDI annotation via a machine-
readable manifest (JSON) that stores aligned audio-MIDI file paths. MIDI files were parsed using
PrettyMIDI to extract note events as (onset, offset, pitch) tuples, together with velocity when available.
For audio preprocessing consistency, recordings were converted to a single (mono) channel and
resampled to 16 kHz. Mel-spectrogram representations were then computed from the resampled
audio and used as inputs to the transcription networks, while the extracted MIDI note events provide
the supervised targets.

3.4 Data Augmentation

The collected Begena dataset is relatively limited in size owing to the absence of publicly available
recordings and the cost of producing expert-annotated data. To increase training variety, a pitch-
transposition augmentation strategy was employed, shifting each recording in pitch while preserving
the relative interval structure of the melody. This produced acoustically distinct versions of the
same musical material while preserving melodic content, thereby increasing pitch diversity and the
effective size of the training corpus, and also encouraging robust generalisation across tonal centres
and pitch ranges.

Scale No. of recordings Total duration Size
Selameta 288 02:38:27 800 MB
Wanen 576 08:17:26 1.41 GB
Cherenet 288 04:46:33 2.45 GB

Total 1152 15:42:27 4.64 GB

Table 2: Details of the dataset after pitch-transposition augmentation.

Specifically, audio was pitch-shifted in integer semitone steps from +1 to +11 using pyrubberband,9
preserving the temporal structure of each recording. Aligned MIDI annotations were transposed
by the same intervals using PrettyMIDI. As summarised in Tab. 2, the transpositions (including the
original recordings) generate 12 versions of each piece (D major plus the remaining 11 major keys),
increasing the corpus from 96 to 1,152 recordings (15:42:27 total duration) and 4.64 GB across 288
Selameta, 576 Wanen and 288 Cherenet recordings.

3.5 Data Availability

To support transparency and reproducibility, the original Begena dataset utilised in this research
has been deposited online and can be accessed (Getnet et al., 2024). The publicly available release
encompasses the original 96 manually captured audio samples, along with all requisite annotations
and metadata. Although the augmented dataset (yielding 1,152 samples through pitch-transposition)
is not distributed directly, it can be entirely reproduced from the original recordings by utilising the
augmentation protocols outlined in Section 3.4.

4 Proposed Model

4.1 Scale/Kiñit Classification

Four deep-learning models were developed for scale/kiñit classification: CNN, LSTM, BiLSTM
and CRNN. All models were trained using the Adam optimiser with a learning rate of 0.001. For
multi-class classification with integer labels, sparse_categorical_crossentropy was used as
the loss function, and accuracy was used as the evaluation metric. To mitigate overfitting, early
stopping was applied by monitoring validation accuracy; training was terminated if no improvement
was observed for seven consecutive epochs.

9 pyrubberband is a Python wrapper for the Rubber Band audio time-stretching and pitch-shifting library.
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The CNN model uses convolutional layers with ReLU activation and same padding, interleaved with
max-pooling layers for spatial downsampling. The number of filters increases from 32 to 64 and 128
in successive layers. The resulting feature maps are flattened and passed through a fully connected
layer with 256 units, followed by a softmax output layer for classification.

The LSTM model uses stacked LSTM layers with 128 units to capture temporal dependencies, with
dropout applied for regularisation. The final hidden representation is passed through a dense softmax
layer for classification.

The BiLSTM model uses bidirectional recurrent layers to capture both past and future temporal
context. Dropout regularisation is applied, and the final representation is mapped to class probabilities
via a dense softmax layer.

The CRNN model uses convolutional feature extraction followed by recurrent modelling. Convolu-
tional layers first extract local time–frequency patterns, which are then processed by LSTM layers to
model temporal dependencies. The final representation is passed to a softmax classification layer.

4.2 Automatic Music Transcription (AMT)

Three deep-learning-based architectures were developed for AMT, operating on Mel-spectrogram
representations of audio signals: a CNN-based baseline, a CRNN model and a GAN-augmented
CRNN variant.

4.2.1 CNN-Based AMT Model

The CNN-based model (implemented in PyTorch) uses stacked convolutional blocks to extract
hierarchical time–frequency representations from Mel-spectrogram inputs. Each block comprises
convolution, batch normalisation, ReLU activation, max pooling, and dropout for regularisation,
followed by fully connected layers for prediction. In implementation, these blocks are encapsulated
in a ConvStack module.

The model is applied to multiple AMT subtasks, including onset detection, offset detection, frame
activation, a combined prediction head for refining onset/offset/frame estimates, and velocity esti-
mation. Separate task-specific branches (ConvStack instances) are used for each subtask. Binary
cross-entropy is used for onset, offset and frame predictions, while velocity estimation uses a custom
velocity_loss function.

4.2.2 CRNN-Based AMT Model

The CRNN model extends the CNN architecture by incorporating bidirectional recurrent layers
(BiLSTM) to capture long-range temporal dependencies. Convolutional layers first extract local
time–frequency features, which are then processed by recurrent layers to model sequential structure.

The network produces multiple output streams corresponding to onsets, offsets, frame activation,
combined predictions and velocity. The onset, offset and frame branches apply ConvStack-based fea-
ture extraction followed by sigmoid-activated layers, while the combined branch (combined_stack)
refines predictions by concatenating onset/offset/frame outputs and applying a BiLSTM-based fusion
module. During inference, long recordings are segmented into smaller chunks for efficient processing,
and predictions are aggregated across chunks.

4.2.3 GAN-Based AMT Model

The GAN-based model enhances the CRNN architecture through adversarial training. Multiple GAN
objectives are considered, including Vanilla GAN, Least Squares GAN (LSGAN), and Wasserstein
GAN with Gradient Penalty (WGAN-GP), to improve training stability and output quality.

Two discriminator architectures are employed: a recurrent discriminator and a fully convolutional dis-
criminator. The recurrent discriminator combines convolutional feature extraction with bidirectional
GRU layers to model temporal dependencies in both Mel-spectrogram and piano-roll representations.
The fully convolutional discriminator uses stacked convolutional layers with leaky ReLU activation
and dropout. The transcription network and discriminators are optimised in an adversarial framework,
encouraging predicted transcriptions to match the distribution of ground-truth annotations better.
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Overall, the CNN-, CRNN- and GAN-based architectures provide complementary mechanisms for
AMT: CNNs capture local spectro-temporal patterns; recurrent layers model long-range temporal
dependencies required for onset, offset, frame and velocity prediction; and adversarial training further
regularises learning by encouraging structurally consistent piano-roll outputs.

4.3 Evaluation

Two complementary evaluation levels are commonly used in AMT: frame-level and note-level evalua-
tion. Frame-level evaluation measures performance at each time step, focusing on the correctness
of frame-wise predictions and temporal alignment. Note-level evaluation, in contrast, assesses the
system based on complete musical events, providing a higher-level measure of transcription quality.

In this work, AMT models are evaluated at both levels for the main prediction targets produced by the
networks (onsets, offsets, frame activation and velocity). Frame-level metrics are computed directly
from the model’s time-indexed outputs (at the same temporal resolution as the input representation
used during preprocessing). Note-level metrics are computed after converting frame-wise predictions
into discrete note events represented as (onset, offset, pitch) tuples (and velocity when applicable).

For both evaluation levels, precision, recall and F1 score are reported as the primary metrics, together
with overlap-based scores for note events when temporal intervals are evaluated. Frame-wise accuracy
is reported only as a supplementary indicator and should be interpreted with caution in AMT because
frame labels are typically highly imbalanced (i.e., there are many more negative than positive frames).

All AMT evaluations are performed using the mir_eval library (Raffel et al., 2014), a widely used
toolkit in MIR research. Unless otherwise stated, the default tolerance settings provided by mir_eval
are used for note matching, ensuring consistent and comparable evaluation across all models.

5 Results and Discussion

All scale/kiñit classification experiments were implemented in TensorFlow and trained on Google
Colab. AMT experiments were implemented in PyTorch and trained on a local workstation equipped
with an Intel Core i5-6200U CPU, 120 GB RAM, and a 48 GB GPU. To improve readability, the
experimental settings are summarised within each subsection, followed by the corresponding results
and discussion.

5.1 Scale/Kiñit Classification

This experiment evaluated scale/kiñit classification using an augmented corpus of 1,152 Begena
recordings (12 pitch transpositions of 96 originals). Inputs were time–frequency representations,
constant-Q transform (CQT), Mel-spectrogram and Mel-frequency cepstral coefficients (MFCC). To
assess representation-dependent performance under a feature-learning setting, the comparison was
restricted to end-to-end deep-learning models, excluding traditional machine-learning and ensemble
approaches. Four architectures were evaluated: CNN, LSTM, BiLSTM and CRNN.

Model Hyper-parameters

CNN optimizer=adam; loss=sparse_categorical_crossentropy; metrics=[accuracy];
EarlyStopping(monitor=val_accuracy, patience=7, mode=max)

LSTM optimizer=Adam(learning_rate=0.001); loss=sparse_categorical_crossentropy;
metrics=[accuracy]; EarlyStopping(monitor=val_accuracy, patience=7,
mode=max)

BiLSTM optimizer=Adam(learning_rate=0.001); loss=sparse_categorical_crossentropy;
metrics=[accuracy]; EarlyStopping(monitor=val_accuracy, patience=7,
mode=max)

CRNN optimizer=Adam(learning_rate=0.001); loss=sparse_categorical_crossentropy;
metrics=[accuracy]; EarlyStopping(monitor=val_accuracy, patience=7,
mode=max)

Table 3: Training hyper-parameters used for scale/kiñit classification.
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All models were trained and evaluated under a consistent experimental protocol. A stratified hold-out
test set comprising 10% of the recordings (113 recordings; 28 Selameta, 28 Cherenet and 57 Wanen)
was defined to match the class distribution of the full corpus. The split was applied at the augmented-
recording level (i.e., after pitch transposition). The remaining recordings were randomly divided into
training and validation sets using a 0.9/0.1 ratio with a fixed random seed (42), yielding 935 training
and 104 validation recordings. Tab. 3 summarises the training hyper-parameters, and Tab. 4 reports
validation and test accuracies.

Type Model Val Accuracy Test Accuracy

CQT

CNN 1.00 1.00
LSTM 1.00 0.99
BiLSTM 1.00 1.00
CRNN 1.00 1.00

Mel

CNN 1.00 1.00
LSTM 0.78 0.73
BiLSTM 0.84 0.69
CRNN 1.00 1.00

MFCC

CNN 1.00 1.00
LSTM 1.00 1.00
BiLSTM 1.00 1.00
CRNN 1.00 1.00

Table 4: Scale/kiñit classification accuracy across feature representations.

The accuracies in Tab. 4 indicate performance saturation for CQT and MFCC features: validation
accuracy is 1.00 for all models, and test accuracy falls in the range 0.99–1.00 (the only deviation from
1.00 is the LSTM model on CQT, with test accuracy 0.99). For Mel-spectrogram features, the CNN
and CRNN again attain 1.00 on both validation and test sets, whereas the recurrent-only models show
a larger generalisation gap (LSTM: 0.78/0.73; BiLSTM: 0.84/0.69 for validation/test), indicating
representation-dependent performance.

The reduced performance of recurrent-only models on Mel-spectrogram inputs can be attributed to
multiple interacting factors. While no definitive conclusion could be established, two hypotheses are
proposed. First, Mel-scale spectrograms apply a distinct perceptually motivated frequency warping
that alters their representation geometry compared to CQT and MFCC features (Gold et al., 2011),
potentially shifting the inductive bias required for effective sequence modelling. Second, recurrent
neural network models may exhibit slower convergence on Mel-scale inputs, meaning that the early
stopping criterion (patience = 7) may prematurely terminate training before full convergence.

The saturated accuracies across most conditions are consistent with the controlled and homogeneous
recording setup (same performer, instrument, tuning, microphone and studio conditions), which re-
duces intra-class variability and increases separability in time–frequency feature spaces. Furthermore,
because the augmented corpus consists of multiple pitch-transposed versions of the same musical
performances, the scale/kiñit classification task is inherently less challenging than classification
across independently recorded performances, making near-perfect accuracy an expected outcome
under the adopted evaluation protocol. No additional task-hardening (e.g., stronger regularisation or
intentionally increasing the task difficulty) was introduced beyond the specified training procedure,
because the goal is to estimate an upper-bound classification performance for downstream AMT
integration. Accordingly, the reported accuracies should be interpreted as specific to the present
experimental setting rather than as evidence of broad generalisation to unseen real-world Begena
recordings. The resulting classifier therefore serves as a reliable auxiliary component for evaluating
whether accurate scale/kiñit information improves downstream AMT performance.

5.2 Automatic Music Transcription (AMT)

Four dataset configurations were considered for the AMT experiments. The original dataset comprises
96 Begena recordings spanning the Selameta, Wanen and Cherenet scales without data augmentation
and serves as the baseline. The augmented dataset comprises the original recordings together with
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their pitch-transposed variants, increasing the corpus to 1,152 recordings (Tab. 2). Under pitch
transposition, only note pitches are modified; onsets and offsets remain unchanged, and the associated
scale/kiñit annotation is preserved. Two stylistically distinct subsets corresponding to Begena
performance styles (Qoutera and Derib) are also considered to evaluate transcription performance
and to assess style-dependent transcription accuracy.

Experiments 1–4 correspond to these four configurations: Experiment 1 used the original dataset;
Experiment 2 used the augmented dataset; and Experiments 3 and 4 used the Qoutera and Derib
subsets, respectively. Unless otherwise stated, the mean ± standard deviation values reported in
Tab. 5 were computed across evaluation samples within each split.

Across all experiments, a fixed set of hyperparameters was used. Checkpoints were saved and
validation was performed every 2,000 iterations. The batch size was set to 8 due to GPU memory
constraints. The learning rate was set to 0.001, with exponential learning-rate decay (the decay
factor was 0.98 every 10,000 iterations). Gradient clipping was applied with a norm of 3, following
Hawthorne et al. (2018).

Experiment Model Validation Test

Experiment 1 (No augmentation)
CNN 0.465 ± 0.169 0.473 ± 0.177
CRNN 0.542 ± 0.136 0.559 ± 0.104
GAN 0.560 ± 0.111 0.565 ± 0.192

Experiment 2 (Augmented)
CNN 0.631 ± 0.333 0.744 ± 0.294
CRNN 0.842 ± 0.136 0.859 ± 0.104
GAN 0.867 ± 0.142 0.860 ± 0.172

Experiment 3 (Qoutera subset)
CNN 0.719 ± 0.377 (+0.088) 0.725 ± 0.344 (−0.019)
CRNN 0.912 ± 0.131 (+0.070) 0.899 ± 0.172 (+0.040)
GAN 0.900 ± 0.213 (+0.033) 0.949 ± 0.072 (+0.089)

Experiment 4 (Derib subset)
CNN 0.521 ± 0.217 (−0.110) 0.511 ± 0.124 (−0.233)
CRNN 0.711 ± 0.230 (−0.131) 0.689 ± 0.221 (−0.170)
GAN 0.744 ± 0.304 (−0.123) 0.885 ± 0.174 (+0.025)

Table 5: Frame-level transcription performance (F1-score, mean ± standard deviation) across the
four AMT experiments.

Tab. 5 summarises frame-level transcription performance (F1-score, mean ± standard deviation)
across the four AMT experiments. Overall, pitch-transposition augmentation substantially improves
frame-level transcription performance across all three architectures, while the style-specific ex-
periments demonstrate that transcription accuracy is strongly influenced by Begena performance
style.

Experiment 1 establishes the baseline using the original dataset. Performance is moderate across
all models, with GAN achieving the highest F1-scores, followed by CRNN, while CNN yields the
lowest performance.

Experiment 2 evaluates the effect of pitch-transposition augmentation. All models improve relative
to Experiment 1, with the largest gains observed for CRNN and GAN. These improvements suggest
that pitch-transposition augmentation effectively increases data diversity and leads to improved
transcription performance, particularly for the CRNN and GAN architectures. The two models achieve
nearly identical test F1-scores (0.860 and 0.859, respectively). CNN also exhibits substantially larger
standard deviations than CRNN and GAN, suggesting less consistent performance across recordings
and weaker generalisation to different musical excerpts. Although only frame-level F1-scores are
reported here, the improvements reflect a better overall balance between precision and recall, leading
to higher transcription accuracy. Detailed frame-level and note-level results of the GAN model from
this experiment are reported in Section 5.2.1.

Experiment 3 evaluates transcription on Qoutera performances, which are characterised by slow and
predominantly monophonic playing.10 Relative to Experiment 2, CRNN and GAN achieve higher

10Qoutera is a playing technique on the Begena where a single string is plucked at a time. This technique is
primarily recognised for its slow and extended playing style.
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F1-scores, whereas CNN remains comparable and is slightly lower on the test split. This improvement
is likely attributable to the slower and predominantly monophonic nature of Qoutera performances,
which reduces note overlap and onset density, thereby simplifying frame-level transcription.

Experiment 4 evaluates transcription on Derib performances. Relative to Experiment 2, CNN and
CRNN decrease on both validation and test splits, while GAN decreases on validation but slightly
increases on the test set. Overall, transcription performance on the Derib subset is consistently
lower than on the Qoutera subset across all architectures. This is consistent with its faster and
more polyphonic playing style, which increases note overlap and onset density, making frame-level
transcription more challenging.

In several settings, the test F1-score is slightly higher than the validation F1-score. This may indicate
that the test split contains comparatively simpler recordings (e.g., more monophonic excerpts) than
the validation split under the present hold-out protocol. Alternatively, the difference may simply
reflect sampling variability arising from the relatively small dataset.

5.2.1 Detailed Results of the GAN Model from Experiment 2

Following the comparison of CNN, CRNN and GAN models, the GAN architecture was selected
for further analysis because it achieved the best overall transcription performance on the augmented
dataset (Experiment 2). This section presents a detailed evaluation using multiple AMT metrics,
including frame-level, note-level, onset/offset-aware and velocity-aware evaluations, together with
qualitative examples of the generated transcriptions.

Tab. 6 reports a detailed evaluation of the GAN model using multiple metrics. Precision, recall and
F1-score are reported for both frame-level and note-event evaluation. Overlap additionally quantifies
temporal agreement between reference and estimated note intervals for note-event protocols, and
frame-wise accuracy is included as a supplementary indicator.

Category Metric Validation Test

Note

Precision 0.787± 0.214 0.801± 0.252

Recall 0.676± 0.303 0.716± 0.348

F1-score 0.717± 0.267 0.746± 0.314

Overlap 0.860± 0.136 0.852± 0.182

Note + offsets

Precision 0.675± 0.296 0.693± 0.368

Recall 0.603± 0.356 0.653± 0.411

F1-score 0.630± 0.333 0.667± 0.395

Overlap 0.920± 0.082 0.880± 0.231

Note + velocity

Precision 0.731± 0.260 0.770± 0.257

Recall 0.636± 0.332 0.692± 0.349

F1-score 0.671± 0.303 0.719± 0.317

Overlap 0.862± 0.138 0.848± 0.186

Note + offsets + velocity

Precision 0.646± 0.320 0.672± 0.368

Recall 0.579± 0.371 0.635± 0.409

F1-score 0.604± 0.352 0.648± 0.394

Overlap 0.921± 0.083 0.878± 0.231

Frame

F1-score 0.867± 0.142 0.860± 0.172

Precision 0.940± 0.063 0.917± 0.106

Recall 0.819± 0.194 0.823± 0.221

Accuracy 0.792± 0.212 0.793± 0.250

Table 6: Detailed results for the GAN model in Experiment 2 across frame-level and note-level
evaluation settings (mean ± standard deviation).

Frame-level evaluation achieved a test F1-score of 0.860, considerably higher than the corresponding
note-level test F1-score of 0.746, because it evaluates frame activation independently rather than
requiring correct localisation of complete note events (onsets/offsets). The relatively large standard
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deviations (e.g., note-level test F1 = 0.746 ± 0.314) indicate considerable variability across musical
excerpts, likely reflecting differences in note density, playing style and transcription difficulty, despite
the overall improvement achieved by the GAN.

At the note-event level, performance is highest under pitch-only note matching (Note; test F1 = 0.746)
and decreases as onset/offset and velocity constraints are introduced: the test F1-score drops to 0.667
for Note + offsets and to 0.719 for Note + velocity. The larger degradation when offsets are required
suggests that accurate offset estimation is more challenging than velocity estimation: offsets depend
on decay characteristics and release timing, are sensitive to the time resolution used for discretisation,
and become obscured by the presence of sustained notes or overlapping resonances – particularly for
Begena performances, where long string resonance and gradual decay can make note termination
inherently ambiguous. By contrast, velocity appears easier to estimate, possibly because it is more
closely associated with the relative energy around the note onset.

Under the strictest protocol, Note + offsets + velocity, the test F1-score decreases further to 0.648,
reflecting the difficulty of jointly matching pitch, both temporal boundaries, and dynamics. Although
event-based F1 decreases under increasingly stringent evaluation protocols, overlap remains compara-
tively high (e.g., 0.852 for Note and 0.878 for Note + offsets + velocity), because it is computed only
for matched note events and therefore primarily reflects the temporal agreement of note durations
once note correspondence has already been established. This suggests that once a note is successfully
detected, its estimated duration generally follows the reference closely, even when onset or offset
localisation is imperfect.

Figure 1: Training and validation loss curves for the GAN model.

Fig. 1 shows the training and validation loss curves for the GAN model over the course of optimisation.
The training loss is logged at every iteration, producing a dense and comparatively noisy curve,
whereas the validation loss is evaluated every 2,000 iterations and therefore appears smoother. Both
curves decrease rapidly at early iterations and then stabilise toward the end of training, suggesting
convergence of the optimisation process and stable optimisation dynamics. Moreover, the validation
loss does not show a sustained late-stage increase relative to the training loss, providing no strong
evidence of severe overfitting within the plotted range. For visualisation purposes, the vertical axis is
limited to the range 0 – 0.25 to improve readability by suppressing infrequent outlier values.

Fig. 2 illustrates a qualitative comparison between the GAN prediction and the ground-truth MIDI
representation. In this example, most note onsets and pitches align well with the reference, indicating
that the model successfully captures both the principal melodic contour and the temporal ordering of
most note events. The remaining discrepancy is primarily related to note decomposition: a single
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Figure 2: Qualitative comparison between ground-truth MIDI (top) and GAN-predicted MIDI
(bottom).

sustained reference note is occasionally split into multiple shorter predicted notes (i.e., the model
inserts extra intermediate note boundaries). This can arise when the frame activation briefly drops
below the decision threshold, or when small fluctuations in energy are interpreted as separate note
re-articulations. This error mode reduces offset-aware metrics and can also affect velocity-aware
scoring if the split notes receive inconsistent dynamics. Additional examples and a broader analysis
of error types are provided in Section 5.3.

Figure 3: Numerical output comparison between GAN-generated MIDI and ground-truth.

Fig. 3 compares the generated numerical notation with the ground-truth notation obtained via rule-
based note extraction and note-to-number conversion. The predicted scale label matches the reference
(Selameta), and most tokens agree; however, several localised pitch-sequence errors are visible. For
example, the ground-truth segment GABDE is rendered as GAEDD, and GABBD is rendered as GAEED,
indicating substitutions to adjacent or nearby scale degrees and altered internal note ordering. In
the numeric stream, the reference subsequence 15423 is predicted as 15322, corresponding to an
omitted degree (4) and a repeated degree (2). A limitation of this representation is that standard
Begena Mezmur notation may use multiple lines to express recursive melodies without repetition,
which is difficult to capture reliably with rule-based MIDI-to-numeric conversion.

5.3 Error Analysis

GAN transcription errors are categorised into two classes: note identification errors and temporal
localisation errors. Note identification errors include missed notes (false negatives), spurious note
insertions (false positives), and note substitutions (incorrect pitch assignment). Temporal localisation
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errors affect note boundaries and typically manifest as note extension (predicted offsets later than
the reference), note shortening (predicted offsets earlier than the reference), and occasional note
fragmentation/merging when a single reference event is split into multiple predictions (or vice versa).
In Begena recordings, long string resonance and gradual decay can blur note boundaries, making
offset estimation particularly challenging and increasing the likelihood of extension, shortening and
fragmentation.

These error types map directly to the evaluation metrics reported in Tab. 6: missed notes reduce recall;
spurious insertions reduce precision; substitutions reduce both precision and recall; and boundary
errors primarily degrade temporal note-event metrics, particularly offset-aware evaluation. This
observation is consistent with the quantitative results in Tab. 6, where offset-aware evaluation exhibits
a larger reduction in F1-score than velocity-aware evaluation.
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Figure 4: Comparison between the ground-truth MIDI representation (top) and the corresponding
GAN prediction (bottom).

Fig. 4 illustrates that temporal boundary errors (note extension and shortening), together with
occasional note fragmentation, constitute the dominant error modes. Coloured arrows identify repre-
sentative transcription errors in the predicted MIDI. In contrast, pitch substitutions appear relatively
infrequently in this example, suggesting that the model learns pitch content more reliably than precise
temporal boundaries, and supporting the quantitative finding that offset-aware protocols incur the
largest performance degradation. Overall, these observations indicate that future improvements should
primarily focus on onset/offset estimation and temporal post-processing, because pitch estimation
already demonstrates comparatively strong performance.

5.4 Auto-Correction of Predicted Notes using Scale/Kiñit Classification Model Output

To investigate whether scale/kiñit context can improve transcription accuracy, a post-processing note
auto-correction procedure was evaluated that constrained the AMT output using the scale/kiñit label
inferred by the scale/kiñit classification model and its associated scale-note set from the predefined
Begena dictionary. This experiment applied post-processing only (i.e., there was no retraining or
re-decoding): predicted notes outside the inferred scale were mapped in absolute MIDI-pitch space
to the in-scale pitch with minimum |∆| (ties were resolved by selecting the lower pitch). Since
Begena notation in this study does not model octave distinctions, the mapping operated on pitch
values directly without octave-handling heuristics.

Across the evaluation protocols reported in Tab, 6 (including temporal note-event metrics with offset-
aware matching), this post-processing step did not produce a measurable improvement (absolute
changes were below 0.1 across the reported metrics). Nevertheless, qualitative inspection of repre-
sentative MIDI outputs suggested that some out-of-scale notes were corrected to valid scale degrees,
yielding musically more consistent note sequences in a subset of excerpts.

This outcome is consistent with the error analysis in Section 5.3, which indicates that the dominant
remaining errors arise from temporal localisation (onset/offset estimation and event segmentation),
rather than from incorrect pitch estimation. Consequently, pitch-constrained correction alone is
unlikely to improve standard AMT metrics substantially; instead, the results suggest that larger gains
are more likely to come from improved temporal modelling and temporal post-processing.
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6 Conclusion

This work developed an AMT system for the Ethiopian Begena and a corresponding dataset of
live-recorded Begena Mezmur excerpts annotated with scale/kiñit labels and reference MIDI event
representations (Getnet et al., 2024). Using these resources, scale/kiñit classification and AMT
models were evaluated across multiple deep-learning architectures.

For scale/kiñit classification, CNN-, RNN- and CRNN-based models trained on spectrogram represen-
tations achieved high accuracy, with MFCC features achieving 1.00 accuracy in both validation and
test splits under the reported experimental conditions. For AMT, three architectures (CNN, CRNN
and GAN) were compared under consistent evaluation protocols. The GAN-based model achieved
the strongest overall performance, reaching a frame-level F1 score of 0.867± 0.142 on the validation
set and 0.860± 0.172 on the test set.

A post-processing auto-correction experiment that constrains AMT predictions using the inferred
scale/kiñit label provided minimal quantitative improvement (i.e., changes were below 0.1 across the
reported metrics), which aligns with the error analysis indicating that the dominant remaining errors
are temporal (onset/offset localisation and event segmentation) rather than pitch-related.

Overall, the presented dataset, comparative evaluation, and instrument-specific error analysis establish
a reference framework and baseline performance for Begena AMT, and they identify temporal
modelling as the primary target for future performance gains. They also foster data-driven exploration
of Ethiopian musical structure, improvisational patterns, and musical traditions; and they provide
foundational resources to support research in computational creativity by enabling the use of symbolic
Begena transcriptions for tasks such as algorithmic composition, style-informed music generation,
and assisted composition.

7 Recommendations and Future Work

The results of this study highlight several limitations and potential directions for improving AMT for
the Ethiopian Begena. While the proposed models can identify notes and infer scale/kiñit structures,
persistent errors remain, particularly in temporal modelling and boundary precision. Common failure
cases include missed note detections, false positive note detections, and inaccurate onset and offset
estimation, which collectively have a stronger impact on overall performance than pitch-related
errors.

A key limitation observed in this study is the quality of temporal annotations in the dataset. The degra-
dation in time-dependent metrics suggests that inaccuracies in onset and offset labels may introduce
training noise, particularly in specific subsets such as Derib songs. Improving annotation consistency
and refining event-boundary alignment are therefore expected to improve AMT performance.

Another important limitation is the limited variety of the dataset. The current dataset focuses primarily
on a subset of Begena performance styles and scale/kiñit categories. Expanding the dataset to include
additional modal structures, such as Bati and other under-represented scales, as well as increasing
the dataset size and recording diversity, is expected to improve generalisation. Broader coverage of
performance variations may also reduce model bias toward dominant patterns in the current dataset.

From a modelling perspective, while CNN, CRNN and GAN-based architectures demonstrate
competitive performance, the results suggest that further improvements may be achieved with
architectures better suited for long-range temporal dependency modelling. In particular, transformer-
based sequence models are a promising direction for capturing extended temporal context in musical
structures, which is critical for accurate onset/offset estimation and event segmentation in AMT tasks.

Overall, this study establishes a foundation for AMT in Ethiopian Begena music and identifies key
directions for future work, particularly in temporal modelling, dataset refinement, and coverage of
musical variety. Progress in these areas may contribute to more robust and perceptually accurate
transcription systems and, more broadly, support the computational documentation, preservation, and
re-generation of under-represented musical traditions.
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